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Femto-Photography: Visualizing Light in Motion
Resumen
La Femto-Fotografía es una técnica presentada recientemente dentro del campo de la Fotografía
Computacional, que permite capturar escenas con una resolución temporal efectiva de alrededor
de 2 picosegundos, mediante el uso de hardware óptico sofisticado y técnicas de computación.
Esto permite la captura de videos en los que se puede observar cómo se propaga la luz escenas
macroscópicas, a una velocidad de 300000 Km/s.
El presente Trabajo Fin de Máster se enmarca dentro del área de la Femto-Fotografía, y se ha
realizado en colaboración con el Camera Culture Group del MIT Media Lab, donde se ha
desarrollado la primera cámara capaz de capturar la luz en movimiento, a una resolución
efectiva de 2 picosegundos. La posibilidad de analizar el transporte de luz a esta resolución
temporal tiene potencialmente una gran cantidad de aplicaciones en imagen médica, seguridad,
visión por computador o informática gráfica.
El principal objetivo de este Trabajo es el desarrollo de algoritmos que permitan una
visualización intuitiva de los fenómenos que ocurren a gran velocidad. Ésta es una tarea
compleja, ya que los procesos de propagación de la luz e interacción con la materia no son
intuitivos de comprender. Para ello se han desarrollado un conjunto de diferentes técnicas de
visualización: por un lado, se han introducido un conjunto de algoritmos de visualización
estática bidimensional, que permiten analizar de forma comprensible el transporte de luz
mediante el uso de una sola imagen.
Adicionalmente, se ha desarrollado una aplicación de visualización tridimensional que
permite explorar las escenas capturadas con libertad, de modo que se puede observar la
propagación de la luz desde otros puntos de vista a los capturados. Además, para mantener la
plausibilidad física en la visualización de las escenas capturadas, esta aplicación modela durante
la visualización los efectos relativistas que se producirían debido a mover la cámara a una
velocidad comparable a la velocidad de la luz.
Aparte de las herramientas de visualización descritas anteriormente, se han desarrollado
técnicas computacionales para corregir distorsiones ocurridas en las capturas debido a la
naturaleza finita de la velocidad de la luz. Estas distorsiones ocurren debido a que el orden de
los eventos capturados es dependiente de la distancia recorrida por la luz desde el evento hasta
la cámara.
Finalmente, se ha desarrollado un motor de renderizado que modela el tiempo de vuelo de la
luz. Este motor incluye modificaciones de dos de los algoritmos de iluminación global más
comúnmente utilizados (path tracing y photon mapping) para simular virtualmente capturas
realizadas mediante Femto-Fotografía. Esto permite la generación de datos para el desarrollo de
algoritmos que hagan uso de tiempo de vuelo de la luz en condiciones definidas por el usuario,
y sin la necesidad de utilizar el complejo y caro equipamiento desarrollado en el MIT. Nuestro
plan es liberar este motor de render para que pueda ser usado por la comunidad científica
libremente.
Los resultados de este trabajo han sido publicados como technical report, y están en preparación
para ser sometidos como artículo a ACM SIGGRAPH 2013, la principal conferencia en el área
de los gráficos por computador, cuyas actas se publican en la revista ACM Transactions on
Graphics. Adicionalmente, este trabajo ha sido presentado en SIGGRAPH 2012 como charla.
Por último, también ha sido incluido como sección en un curso de Fotografía Computacional en
CEIG 2012, y ha dado lugar a dos pósters, uno en CEIG 2012 y otro en IEEE International
Conference on Computational Photography (ICCP) 2012.
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Preface
The work described in this Master Thesis is part of work on Femto-Photography: this
novel technique captures videos at extremely high effective frame rates, around one billion fps, which allows showing how light propagates through the scene and interacts with
matter. The development of this technique has received big attention in scientific and
general media, due to the possibilities opened by capturing light in motion in fields such
as , computer graphics, medical imaging or arquitecture; and also due to the educational
and artistic value of the impressive videos obtained.
The work has been done in collaboration with the Camera Culture Group at the MIT
Media Lab, and can be divided in three main areas: capture, visualization and transient
rendering. It consists of the development of an ultra-fast imaging system that allows capturing videos at an effective exposure times of 2 picoseconds, which has been built at MIT.
The capture system is described in Chapter 3 and it is included here for completition, but
it is not a contribution of this Master Thesis.
The contribution of this Thesis lays in both the visualization and rendering. The
research on the former focuses on developing comprehensive visualizations of the time-offlight data captured at MIT. This includes the two-dimensional visualizations described
on Chapter 4, the correction of time-dependent effects due to breaking the assumption
of infinite speed of light (Chapter 5) and an application that allows three-dimensional interactive visualization of the scenes captured, which includes physically-based relativistic
effects due to camera motion speeds close to the speed of light (Chapter 6).
Finally, Chapter 7 describes the study and implementation of a physically-based render engine that supports time-of-flight rendering. This system allows simulating femtophotography in virtual scenes, which is a very interesting tool from a research perspective,
since it allows to provide ground truth time-of-flight data for developing algorithms. We
plan to make this renderer publicy available.
Both the capture and the visualization have been published in the form of a technical
report [VJM+ 12a]. This report is in preparation for submission as an article to ACM
SIGGRAPH 2013, the mayor conference in computer graphics, whose proceedings are
published at ACM Transactions on Graphics (JCR index 2/103 in the category of Computer Science, Software Engineering; 5-year impact factor 4.422, second of its category).
This work has also been presented as a talk in ACM SIGGRAPH 2012 [VWJ+ 12] in Los
Angeles, and as two posters: one covering the full research in the Spanish Conference in
Computer Graphics (CEIG 2012) [VJM+ 12b], and other focusing on relativistic rendering
in the IEEE International Conference of Computational Photography 2012 [JMV+ 12] in
Seattle.
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Chapter 1

Introduction
The light field emerging from a scene or object of interest is a rich and complex source of
information. Analysis of this light field is the subject of diverse subjects such as computer
vision, computer graphics, and scientific imaging. Many of the computation heavy imaging methods focus on conventional light fields as seen by consumer cameras or the human
eye. This means that for these methods the speed of light is assumed to be infinite, so
light propagates through a scene immediately.
However, this assumption is not true: light travels extremely fast, but with finite speed.
In order to illustrate this, we will use the table-top scene depicted in Figure 1.1a, which
shows a toy alien in front of a mirror. A conventional consumer camera (or the human
eye) would capture an image where the light interactions are integrated in the temporal
domain in the sensor of the camera, since the exposure time is several orders of magnitude
bigger than light propagation time, even at very large scales. This makes light propagation
looking as if happening at infinite speed, which would mean, in example, that the alien’s
reflection in the mirror would appear immediately. What actually happens is shown in
frames (b-f), where can be seen that light takes time to propagate through the scene: the
light wavefront propagates through the scene. When it hits the alien toy (b), the light
is both directly reflected and transmitted within the plastic (c). Then, instants after the
wavefront hits the toy, the light reflected reaches the mirror (d), where the image of the
toy is formed (e).
Capturing this type of ultra-fast events needs an effective exposure time comparable
with the speed of light-matter interactions. This means that the exposure should be small
enough to capture a wave propagating at roughly 300000 Km/s. If we compare with the
stunning work in super-fast photography by Harold Edgerton, who was able to capture
photographs of fast events, such as bullets, using an advanced stroboscopic illumination
(Figure 1.2), it means capturing events occurring around 106 times faster.
With the emergence of fast detection and illumination devices, ultra-fast optics has
provided means of accessing a new dimension of the light field that is generally not considered in imaging: the time of flight. LiDAR and gated viewing use time of flight as a
means to detect depth in a scene. To do this they rely exclusively on the direct light field
component, i. e. the light reflected back directly by the object of interest to the camera.
Data captured by LiDAR and gated viewing systems is most conveniently presented as a
depth map.
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Figure 1.1: Propagation of light through an scene that consists of a toy in front of a mirror
illuminated by a diffused laser pulse (a), captured at an effective exposure time of 2 ps.
(b) The light hits the alien toy after the pulse is the diffused. Part of the light is reflected,
while the rest is scattered inside the object (c), making the object to look like glowing.
The outgoing light from the object reaches the mirror (d), where the reflected image of the
alien toy appears (e). The light wavefront propagation continues (f), making the shadow
of the toy appear.

Figure 1.2: In comparison with Harold Edgerton’s stroboscopic system, capable to capture
still pictures of a bullet travelling and hitting surfaces (left), femto-photography captures
the propagation of light through a scene (right), moving up to 106 times faster than a
bullet.
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1. Introduction
The goal of our work is to provide a way to explore time-of-flight effects in complex
table top scenes with high resolution in time and space. We obtain light field information
from not only the direct light field component, but also the global light field component
that results from light undergoing multiple reflections in the scene before travelling to the
camera. This enables a systematic computational analysis of light transport, sampling
the plenoptic function [AB91] at extremely high temporal resolution. This information
cannot be presented as a depth map, so we visualize it in the form of a movie showing
the propagation of light. Besides providing data for light transport analysis, these movies
provide a powerful educational tool by visualizing ultra-fast optical effects and light transport effects in an intuitive way. Furthermore, it opens the door to a range of new imaging
techniques in fields such as medical imaging.
In order to capture light in motion, effective exposure time of our sensor is under
two picoseconds (ps). This is a challenging problem for several reasons: (a) a brute-force
time exposure of 2 ps will yield too low a signal-to-noise ratio, (b) 2D cameras with such
high time resolution simply do not exist, (c) the finite speed of light implies that the
recorded light propagation delay depends on camera position relative to the scene, and
(d) visualization of ultrafast light interaction is difficult. We, in collaboration with the
Camera Culture Group at the MIT Media Lab, address these challenges, with the following
contributions:
• A method of capturing optical pulse propagation with picosecond time resolution
and 672x500 pixel spatial resolution through two-dimensional macroscopic scenes
with a high SNR using a one-dimensional streak camera, without limitations on
specific coherence properties of the detected light or the illumination source. This
capture system has been developed at MIT, and it is not a contribution of this Master
Thesis.
• Computational techniques to visualize captured data. Done in collaboration with
people at MIT.
• Methods of rendering time-of-flight movies into a single, easily comprehensible image,
to provide intuitive visualization of light propagation through the captured scene.
Done in collaboration with people at MIT.
• Computational algorithms to correct distortion (warping) effects derived from the
finite nature of the speed of light.
• An interactive 3D visualization system to inspect the spatio-temporal light propagation from different and moving detector positions, incorporating relativistic and
non-relativistic effects.
• A physically-based time-of-flight renderer, that builds on transient versions of wellknown steady-state rendering techniques: bidirectional path-tracing [LW93] and
photon mapping [Jen01].
Many of the methods presented in this paper, while important and useful already
today, will develop their full range of applications in coming years. The time of flight becomes additional dimension, providing light transport information about the scene, whose
understanding is essential for developing improved both forward and inverse rendering
frameworks. Our efforts in developing new time of flight applications both anticipates and
drives the development of improved consumer level time of flight systems.
3

4

Chapter 2

Related Work
Light transport Light propagation and global illumination effects are well-known problems in the field of computer graphics. Recently, researchers have been investigating
these issues from a computational photography perspective, for instance by exploiting
Helmholtz reciprocity [SCG+ 05], compressive sensing [SD09, PML+ 09], structured illumination [NKGR06], or devising novel light transport acquisition techniques [DHT+ 00,
GLL+ 04, ORK12]. By analyzing bounces of light on Lambertian objects, the geometry of
objects and scenes has also been approximated [NIK91, LNM10].
Yu et al. [YDMH99] introduced the inverse problem to computer graphics by estimating reflectance properties of scenes from photographs. Ramamoorthi and Hanrahan [RH01] proposed a signal-processing framework for the general problem of inverse
rendering, whereas a complete theory of inverse light transport was subsequently presented
by Seitz and colleagues [SMK05], addressing the problem of computing and removing interreflections in photographs of simple scenes. New connections to the forward problem
were later introduced by Bai et al. [BCNR10], based on forward and inverse Neumann
series. This symmetry allows for the elegant formulation of inverse light transport as a
dual theory of the classic forward problem.
Time Resolved Imaging A modified rendering equation can account for the finite
speed of light and handle transient effects [Arv93, SSD08]. However, no practical rendering
framework is derived from this transient rendering equation. Wu et al. [WWB+ 12] perform
a rigorous analysis on transient light transport in frequency space. They derive an analytic
expression that models the information transfer between dimensions, and show that this
derivation can be exploited to build a bare-sensor imaging system.
Recent work make use of the system presented in this work. Time-resolved imaging is
exploited by Wu et al. [WOV+ 12] to separate direct and global illumination components
in macroscopic table-top scenes. The authors analyze the time profile for each pixel and
decompose it into direct, subsurface scattering and interreflection components. Kirmani
et al. [KHDR09] utilized global information in time-of-flight images to infer geometries of
hidden objects, not directly visible by the camera, by using the encoded time-of-flight of
diffuse indirect illumination. This work was further improved by Velten et al. [VWG+ 12].
Material BRDFs of distant patches were reconstructed [NZV+ 11] via light-bounce analysis
from ultrafast image measurements. All these works use time-of-flight to recover information about the scene, but none of them aims for intuitive visualization and analysis of the
light propagation.

5

Relativistic Rendering Here we refer the most relevant work on relativistic rendering. For a wider survey, we refer to [WBE+ 06], where the different proposed techniques for
both general and special relativistic rendering are discussed, including their application
as educational tools. Chang et al. [CLC96] introduced the theory of Special Relativity in
the field of computer graphics. Their work accounts for geometric and radiance transformations due to fast moving objects or camera. However, their formulation model incorrectly the searchlight and Doppler effects, being these formulations corrected by Weiskopf
et al. [WKR99]. Following work [WKR00] simulates relativistic effects in real captured
scenes modelled with image-based techniques, by applying the relativistic transformations
directly on the light field. However, they assume light incoming from an infinitely far
away light sources with constant radiance, so both the effects of distance and time-varying
irradiance are ignored. None of these works deal with time-resolved data, which allows
them making some assumptions about the radiance in the scene that are broken when
using time-of-flight data.
Ultrafast Devices Consumer-level video frame rates are on the order of millions
of frames per second. Goda et. al. [GTJ09] recently achieved demonstrated a much
faster continuously imaging monochrome camera achieving about 6· 106 frames per second
and 200×200 pixel spatial resolution. Gated intensified CCD and time-of-flight cameras
achieve exposure times of hundreds of picoseconds to make movies by synchronous strobing [BH04]. Avalanche photodiode arrays offer 30 ps time resolution in a two-dimensional
sensor, but operate in a photon-starved setting because of nanosecond dead times. Interferometric schemes [Abr78, HSL+ 91, Wya02, XZ09] have femtosecond resolutions, but
are ineffective for natural, incoherent, light, i. e. generally blind to anything but the
direct component. On the other hand, streak sensors [Ham] can detect light of arbitrary
coherence at sub-picosecond timescales, but are limited to a one-dimensional field of view,
with 2D extensions in the X-ray regime [SHM+ 95] yielding low spatial resolution (25×25
pixels). A multi-slit streak sensor can be used for gated viewing [GRL+ 02], but usually
ingores or removes important global light information.
Our system therefore provides not just a quantitative improvement towards faster
effective frame capture rates, but opens the door to an entirely new branch of imaging
and image processing by providing incoherent time-of-flight information. Our system could
also be used to investigate spatial ultra-fast phenomena like anisotropic scattering, and
propagation of light in anisotropic media and photonic crystals.

6

Chapter 3

Capturing Light in Motion
Here we present a system built at Camera Culture Group at the MIT Media Lab, that
allows capturing time-of-flight two-dimensional movies at an effective exposure time of 2
ps. This system results from the combination modern ultra-fast imaging hardware and
computational photography techniques for reconstruction. This system consists of femtosecond laser illumination, and a pico-second streak camera as imaging device.
Capturing light in motion at effective exposure time of 2 ps presents several challenges:
first, we have to deal with the low signal-to-noise ratio (SNR) derived of capturing at
extremely small exposure times. Additionally, there is no two-dimensional imaging device
capable of capturing at such frame rate. On the following, we describe how these challenges
are addressed: first, we tackle the SNR problem by exploiting statistical similarity of
periodic light transport in one-dimensional views. Then, we introduce a novel hardware
implementation to record the full 2D video. Finally, several ultra-fast movies captured
with the system are presented.
This system has been developed in the MIT Media Lab, and it is not part of the
contribution of this Master Thesis. It has been included for completition.

3.1

Capturing Space-Time Planes

In life sciences, ultra-fast detectors are typically used only as power meters. Capturing even
one-dimensional spatial scenes with 1.8 ps resolution is challenging. A single-shot would
collect very little light, so the signal would be buried in the noise, i.e., the measurement
would have an unworkably low SNR. Consider an object being illuminated by a 100 W
bulb: given typical distances and camera objective size, only about 1 photon is detected
during a 2 ps shutter speed. Further, the required space and time scales are highly precise:
with the 2 ps time interval, light travels approximately 500 microns (µm). Thus, we require
precise synchronization between the event and the detector for successful operation of our
opto-mechanical hardware.
Fortunately, we have knowledge about our illumination, which is well-characterized
and periodic: we use 8 nJ, 50 fs long pulses from a Kerr lens mode-locked Ti:Sapphire
laser at a center wavelength of 795 nm and a 75 MHz repetition rate. The pulse strikes a
(Lambertian) diffuser to create a virtual point source, illuminating the entire scene with
a spherical pulse. Because all the pulses are statistically identical, we can record the
scattered light from many of them and integrate the measurements to average out any
noise. The result is a signal with a very high SNR. At the same time, we must coordinate
the pulsed operation of the laser with the fast the streak sensor detector (Hamamatsu
C5680 [Ham]). To perform this synchronization, we split off a portion of the beam with
7
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Figure 3.1: Capturing 1D space-time photo. The experimental setup. (a) The laser beam
provides synchronization between the laser and the camera and is directed towards the
scene, where it hits a diffuser and creates an spherical virtual light source. (b) Photons
enter a horizontal slit strike a photocathode tube, which generates electrons that are swept
across a microchannel plate in time using fast synchroscanning. (c) The CCD records the
horizontal position of each pulse and maps its arrival time to the vertical axis, i.e., light
that arrives later in time is recorded higher in the CCD array. (d) Using an optical
configuration, we focus the streak sensor on a single narrow one spatial dimension. (e)
Sample image taken by the streak image. The horizontal axis (672 pixels) records the
photons’ locations, while the vertical axis (1 nanosecond window) records their arrival
time. Scanning the adjustable mirrors in (a) allows for ultra-fast 2D movies described
below and visualized in Figure 1. (Figures (a-d), credit: Anon.)
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Scene
Still
Camera
Scanning
Mirrors
Optics
Streak
Tube

(a)

(b)

(c)

(d)

Figure 3.2: 2D movie capture. (a) Photo of ultra-fast movie acquisition hardware. Building on our space-time plane capture, (b) we introduce a system of mirrors that scans the
scene vertically. The top mirror rotates slowly, at 0.006 degrees per hour, so that the
streak sensor can again exploit the synchronized repeatability of the illumination source
by averaging and integrating many streak images for a single line. (c) Then, the x − t
scanlines captured are stacked, so they form a x − y − t volume. A slice of this volume on
the x − y plane result a frame of the captured two-dimensional movie (d).
a glass slide and directing onto a fast photodetector connected to the camera, so that,
now, both detector and illumination operate synchronously: the camera, which has an x-t
resolution of 672×512 samples over a window of about 1 ns, as shown in Figure 3.1, and
records and averages the light scattered by 4.5· 108 pulses for a horizontal single line of
the scene.

3.2

Capturing Space-Time Volumes

While the synchronized, pulsed measurements overcome SNR issues, the streak sensor still
provides only a one-dimensional movie. Extension to two dimensions requires extremely
large bandwidths: a typical dimension is roughly 103 pixels, so a three-dimensional data
cube has 109 elements. Recording such a large quantity in a 10−9 second (1 ns) time
window requires a bandwidth of 1018 byte/s, an inordinately large quantity.
We solve this difficult acquisition problem by again utilizing the synchronized repeatability of the hardware: a mirror-scanning system (two 9 cm×13 cm mirrors, Figure 3.2)
rotates the cameras center of projection, and the camera records horizontal slices of a
scene sequentially. We use a computer-controlled, 1 revolution per minute servo motor
to rotate one of the mirrors and consequently scan the field of view vertically. The scene
is about 20 cm wide and about 1 meter from the camera. With high gear ratios (up to
1:1000), the continuous rotation of the mirror is slow enough to allow the camera to record
9

3.3. Captured Movies

(a)

(b)

(c)

(d)

Figure 3.3: A soda bottle filled with water that contains scattering centers makes the pulse
visible. (a) Conventional photograph of the scene. The laser pulse hits the bottle from its
bottom, and then propagates through the media until it reaches the cap. (b), (c), and (d)
Frames taken from the video.
each line for about six seconds, requiring about two hours for 1000 lines.
Finally, these resulting images are combined into one tensor, Mijk , where i = 1..672
and j = 1..512 are the dimensions of the individual streak images and k = 1..1000 address
the line images. For a given time point j, the sub matrix Nik contains a two-dimensional
image of the scene with a resolution of 672×1000 pixels, exposed over 2 picoseconds. To
display all the information contained in this matrix in an intuitive way, we play the Nik
as the frames of a movie.

3.3

Captured Movies

We present a selection of movies captured with our apparatus that demonstrate light
propagation effects. In this paper we show selected frames from the movies to point out
certain aspects of the different scenes. Still images are however a poor representation of
the actual movies that are provided separately, so we strongly recomend to also watch the
captured movies to fully visualize the light propagation.
Moving Light Source Let us first focus on pulse propagation. As shown in Figure 4.2
and the movies, we can follow the propagation of a pulse of light through a plastic bottle
filled with a weakly scattering liquid (water diluted with milk). The dynamics are very
interesting as we see global scattering effects when the light enters the bottle and strikes
the cap emitting a bright flash, while creating a bright caustic on the table.
Fruit and Tape Scene For a scene of a tomato and a roll of tape depicted in Figure 3.4,
the visualization is very complex, since it examples several light-matter interactions. Here,
as the pulse propagates to a diffuser, some stray light strikes the scene. The diffuser, acting
as a virtual point source, emits a spherical pulse that illuminates the entire scene, similar
to the alien scene in Figure 1.1. Certain objects, like the top of the tomato (Figure 3.2e(6))
or the inside of the tape roll (1), are out of the line of sight of the virtual point source and so
are not directly illuminated. Rather, they are illuminated later, as indirect light scattered
from the first wave reaches them. Shadows become visible (2) only after the object has been
illuminated, when the direct light finally reaches the back wall of the scene (Fig. 3.2e(5)).
It reflects off the wall and strikes the rear of the tomato and (7) then propagates back to
the wall illuminating it faintly a second time. Finally, we see the (opaque) tape darken
quickly, while the tomato “glows” (3), and illuminates the scene after the direct light has
passed. This glow is indicative of sub-surface scattering whereby light diffuses into the
10
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(a)

(b)

(c)

(d)

(e)

Figure 3.4: (a) An SLR photo of the scene, that consists of a tomato and a tape roll over
a surface. The pulsed laser beam strikes a diffuser, which acts as the virtual point source,
illuminating the scene with a spherical pulse. (b), (c), and (d) Frames taken from the
video. (e) The summation of all the frames, called “full photo fusion” (see Chapter 4),
recovers the full 2D image. Numbers indicate interisting light transport effects such as
shadows, indirect illumination or subsurface scattering.
tomato before it is re-emitted. Overall, observing the light in motion reveals subtle, yet
highly important features that would otherwise be unavailable if illuminated statically.

3.4

Limitations

Currently, our ultrafast imaging system is suitable for only synchronizable, repetive events,
so that single-shot or random events are unable to be observed. Further, because the
hardware elements were originally designed for a various different purposes, our system is
not optimized for efficiency and suffers from low optical throughput. (For example, the
detector is optimized for 500 nm, visible, light, while the illumination wavelength is 795
nm, in the infrared.) Similarly, the system suffers from dynamic range limitations, making
it difficult to observe both specular and diffuse light simultaneously, as well as from spatial
resolution (on the order of millimeters) limits. Finally, the continuously-driven scanning
system, which we use to acquire 2D movies, introduces blurring in our data in the vertical
dimension and limits our resolution.
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Chapter 4

2D Visualization
Visualization of full space-time propagation is difficult, since transient light propagation
is non-intuitive for a human observer. Here we introduce a set of different techniques,
both static (single photographs) or dynamic (video), to visualize light propagation in a
comprehensive way.

4.1

Composite of Photo and Video

We employ two methods to visualize time-of-flight information captured by the streak sensor imaging system. First, the high dynamic range requires a nonlinear, e.g., logarithmic,
intensity transformation to extract subtle optical effects in the presence of high intensity
reflections. Second, a DSLR camera photographs the scene, and the resulting image is
overlayed on top of the streak image (Figure 4.1(a)). This allows to understand more
easily how light interacts in the scene.

4.2

Photo Fusion

By integrating all the frames in novel ways,
P we can visualize optical flow in one photo N .
This is calculated with a sum, Nik =
wj Mijk , {j = 1..512}, where wj is a weighting
factor for frame j, determined by the particular mode fusion method.
We propose three methods: the simplest is full fusion. Here, wj = 1 for all j.
Summing all frames of the movie provides a black and white photograph of the scene
illuminated by the laser. This visualization shows time of flight light transport effects and
finishes with the complete photo. Alternately sparse fusion chooses only selected frames
by letting wj = 1 for a small subset of the total number of frames, e.g., for j mod J,
choosing J as a large number less than the array size. Finally rainbow fusion, takes the
result from a sparse fusion and assigns to each frame a different RGB color. The latter
fussion mode is exampled in Figure 4.2.

4.3

Peak Time

Fusion methods, while often useful, can fail to reveal the complex behavior of light pulse
scattering, as shown in the bottle and planar cases in Figure 4.2. More quantitatively, we
can follow the propagation of the maximum intensity in each frame. For each pixel in an
(i,j) image, we find the peak intensity in the time dimension. We keep only the values
within 2 time units around the peak and set all the other values to zero. This yields a
13

4.3. Peak Time

(a)

(b)

(c)

Figure 4.1: Comparison between different visualization techniques in coke scene: (a) composite of SLR photo and video, (b) rainbow fussion and (c) peak time visualization.

Figure 4.2: Scene photos and respective rainbow fusion images. Note the fruit rainbow
shows pulse propagation, e.g., elliptical wavefronts, clearly, while the other two cases do
not demonstrate the subtle features. Planar surfaces do not show features well, while
soda bottle fails because of global scattering components. Peak-time visualizations are
sometimes necessary for a clearer picture of light propagation.
new space-time volume, where each frame is now a ”peak time” image. Fusioning these
frames results into a topographical-like map of the propagation of intensity contours in a
frame. Figure 4.1(c) depicts an example of this visualization method.
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Chapter 5

Time Warping
Transforming a set of spatial coordinates observed by a camera to a set of three-dimensional
world coordinates and vice-versa is a fundamental operation in computer graphics and
computer vision applications. Meanwhile, in the temporal domain, light is traditionally
considered to be infinitely fast and an event is thus assumed to be occurring in world space
at the same instant when the corresponding light is detected by the camera, therefore
needing no transformation. This assumption of an infinite light speed, however, looses
validity in our case due to the extremely high temporal resolution of the camera. The
existing delay between the time instant in which an event takes place and when the
corresponding light reaches the camera leads to the need to handle two separate time
frames, which we term world time and camera time.
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Figure 5.1: The effect of time warping of the capture of light propagation. Left: Peak time
visualization of a light wave in motion through a bottle. Note how breaking the assumption
of infinite speed of light makes the pulse seems to propagate after the wavefront (1), the
wavefront appears curved (2) and the caustics start near the camera instead near the
bottle (3). Right: time-unwarped visualization that accounts for the finite travel time of
light from the scene to the camera. Note, the ripples on the table now correctly propagate
outward from the bottle.
An example where this duality of time frames becomes apparent is the bottle scene
shown in Figure 5.1. The figure shows light transport in the scene with the aid of the
color-coded isochronous lines (see Chapter 4 for more information on the visualization),
which can be thought of as propagating wavefronts. In the left figure, several phenomena
appear distorted or incorrect. Wavefronts seen through the label, for example, appear
curved (2), but there is no reason for light coming from the middle plane of the bottle
reaching the periphery in less time than light coming from other points. Another example
are the caustics of the bottle in the table (3), which seem to be originating from the camera
and propagating towards the bottle. It is clear that this image is not showing the real
15

Figure 5.2: Left: Pulsed light scatters from a source, strikes a surface (e.g., at p and q),
and is then recorded by a sensor. Time taken by light to travel distances z1 and z2 is
responsible for the existence of two different time frames and the need of computational
correction to render the captured data in the world time frame. Right: Constant-time
paths are ellipsoidal rather than (intuitively) spherical, the camera and light source being
the ellipsoids’ foci. Intersection of these isochronous surfaces with scene planes yields
spherical or elliptical wavefronts.
order in which light interactions have occurred in the scene. In order to properly visualize
and interpret the captured movies we need to transform data from camera time frame to
world time frame, a process which we term time (un)warping.
Figure 5.2 depicts the camera, a light source (which can be an object reflecting light),
a surface, and some paths traveled by light between them. Light from the source will first
hit the surface in point p, then q, but looking at the total light paths light which has
hit point q will reach the camera first, leading to distorted movies in which events play
back in a different sequence than when they actually occur in the world and subsequent
misinterpretations. It should be noted that the locus of all points that are isochronous
in a 3D volume is an ellipsoid with foci located at the camera and source points. This
is illustrated in Figure 5.2, together with the fact that extended, planar surfaces, will
therefore intersect isochrones producing either elliptical (red plane) or circular (blue plane)
fronts.

Figure 5.3: Time warping for a streak image (x-t slice): (a) captured streak image; (b)
shifting the time profile down in the t dimension by δt allows for the correction of path
length delay to transform between time frames; (c) resulting time-(un)warped streak image.
In order to transform data between time frames, the distance from each visible point
in the scene to the camera, i.e. line-of-sight geometry, must be known. Additionally, if
16
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partially transparent surfaces or volumetric scattering materials are present in the scene,
further information is required, in order to estimate light travel time from a certain scene
point to the camera. Hence, the process of transforming a captured movie between time
frames involves, once scene geometry is known, shifting data in the time dimension in the
captured (x,y,t) volume according to this light travel time for every visible point in the
scene. Figure 5.3 shows this shifting process for a streak image (x-t slice of the volume)
of the bottle scene. This scene contains a scattering medium, which implies that each
point belonging to the bottle is shifted the light travel time from the surface, δti plus an
estimation of the time the light has been bouncing around in the scattering medium, δt0i .
The shifting process shown in the figure is done for every slice along the y dimension,
yielding the time-corrected movie. A visualization of this time-corrected scene is shown
in Figure 5.1, right. Wavefronts are now correctly depicted as straight lines, and the
caustics generated by the bottle are shown as originating from the bottle and propagating
outwards, as it would be expected.
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Chapter 6

3D Visualization and Relativistic
Rendering
Given the recovered depth information, we can approximate the 3D geometry of the scene.
This, together with the irradiance information recovered from the captured streak images,
allows us to analyze light transport from novel points of view. This is interesting, since
viewpoint transformations or moving the detector (camera) through the scene can help
explain the complexity of such interactions. However, working at pico-second scale means
that relativistic effects due to fast camera motion need to be taken into account in order
to preserve physical plausibility. We develop an interactive 3D visualization system that
allows flight-throughs in scenes captured using femto-photography, and which models relativistic effects produced when moving the point of view at speeds close to the speed of
light. An OpenGL-based demo of the visualization system is included in the supplementary material.

6.1

Rendering from New Points of View

The first step when rendering new viewpoints is to generate the scene’s raw geometry
by reconstructing the full (x, y, z) volume. Then, the reconstructed geometry is shaded in
render time using the streak images as a texture, without any additional light in the scene.
In practice, this means that the data captured by the system explained in Chapter 3 i.e.
the (x, y, t) volume of streak images, is stored as a 3D texture on the GPU and projected
onto the recovered geometry.
The third dimension of this texture, time, is accessed according to the current camera
frame. This means that the depth to the camera must be used to recompute the time tn
that light takes to reach the camera, which will be uses to time-shift the streak images
accordingly, as explained in the previous chapter. Figure 6.1 shows the result of rendering
new views of a scene with a cube and checkerboard pattern. Note how the peak-time
visualization for each of the space-frames (original camera, world and new camera) differ,
because the time the scattering events are recorded is different.

6.2

Relativistic Rendering

Any virtual camera movement requires a relativistic framework to correctly represent and
visualize light travelling through the 3D scene. According with special relativity, this
19
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Figure 6.1: Space-time warping, unwarping, and rewarping between camera times and
world time. Top row: peak time visualization of a cube-and-checkerboard scene using
different coordinate transforms. Left: new camera view in its own, warped, time. Center:
unwarped original camera view in the world time. Right: right-shifted camera view in
original camera time. Note the striking differences between corresponding isochrones.
Bottom row: synthetic points of view. Left: scene rendered from a synthetic view in
original warped (camera) time. Right: same perspective with time correction. Note the
change on the wavefront when the new depth is considered.

involves light aberration, the Doppler effect, and the searchlight effect. Although simulations of relativistic effects have existed for a while [CLC96, WBE+ 06], visualizing our
particular datasets requires breaking the common assumption that irradiance on surfaces
is constant, which has implications on how the radiance gets the sensor. We build our
relativistic visualization framework on the derivations by Weiskopf et al. [WKR99].
We consider two inertial frames, O and O0 , where O0 (the detector) is moving with
velocity v = βc with respect to O. Light rays measured in O, which are defined by their
direction and wavelength (θ, φ, λ), need to be transformed when viewed from O0 according
to the following expression:
0

0

0

0

P (θ , φ , λ ) = D

−5



cosθ0 + β 0 λ0
P arccos
,φ ,
,
1 + βcosθ0
D

(6.1)

p
where D = γ(1 + βcosθ0 ) is the Doppler factor, and γ = 1/ 1 + β 2 . The equation above
accounts for all three factors, light aberration, the Doppler effect, and the searchlight effect.
Light aberration is computed by transforming θ0 and φ0 according to the Lorentz transform,
providing the geometric transformation between two space-time events measured in two
reference frames which move at relativistic speeds with respect to each other. The Doppler
effect produces a wavelength shift given by the Doppler factor. Finally, the searchlight
effect alters radiance, resulting in increased (if the observer is approaching a scene) or
decreased (if the observer is moving away) brightness. The D−5 factor corrects for this
effect for the case in which the directions of the velocity vector v and the normal to the
detector are parallel.
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Figure 6.2: Sequence of images showing the cube scene as would be seen if the camera were
approaching the scene at different relativistic velocities. Speed of the camera v is expressed
as β, where v = βc. Relativistic phenomena including light aberration, Doppler effect and
the searchlight effect can be observed. Note that we represent non-visible wavelengths in
gray scale. The laser wavelength is set at 670 nm.
Relativistic rendering with time-resolved data Most previous work on relativistic
rendering assumes that the irradiance from the scene is constant over time. This allows
to symplify the formulation on both the Doppler and the searchlight effects, since the
incoming radiance to the camera is always the same. Furthermore, it allows ignoring
the effect of time dilation due to moving at velocities close to the speed of light. Using
time-of-flight data breaks this assumption, so these effects must be taken into account. To
correctly include time-varying radiance, we keep track of both world tw and camera time
tc . These might be different due to the effect of time-dilation, which is modelled as:
∆tc
∆tw = p
1 − β2

(6.2)

In addition to time-dilation, the Doppler effect also creates a perceived speed up (or down)
on the world seen by a fast moving camera. This is explained in that the frequency at
the camera captures the radiance is affected, in a similar manner as color, so it is needed
to Doppler shift the framerate of the time-varying irradiance. Finally, the time-varying
nature of the streak-data must be accounted to model correctly the searchlight effect,
which causes that photons from several instants are captured at the same differential. We
model this by using anisotropic mipmapping in the 3D texture storing the streak-data, so
we can access to irradiance preintegrated in time .
Figure 6.2 shows a captured scene (cube scene) as would be seen by an observer moving
at relativistic velocities towards the scene, including all relevant relativistic effects, while
Figure 6.3 shows the effect of each of the relativistic phenomena (light aberration, Doppler
effect and searchlight effect) separately.
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Figure 6.3: Relativistic data distortions due to a moving virtual camera: (a) light aberration; (b) searchlight effect; (c) Doppler effect.
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Figure 6.4: Relativistic rotation. Assuming that the rotation angle θ can be neglected,
we model the rotation as different translations of the sensor differential areas (a). This
causes that depending on the position on the sensor, different relativistic transformations
are applied on the scene. (b-e) The sensor rotates to the right, with different β the speed
on the left edge in the sensor.
Relativistic rotation Providing free navigation of the scene implies that the viewers
should be allowed to rotate the camera, which means rotating at relativisting speeds. However, there is no universally accepted theory of relativistic rotation [RR04]. We propose
an approximation that bases on limiting the rotation to very small angles each frame, so
the rotation of the camera’s viewing direction between frames can be neglected. However,
for non-infinitesimal sensors this small rotation causes that the sensor’s differential surfaces move at different speeds, as ilustrated in Figure 6.4(a), resulting each of them into
a different translational frame.
To simulate the rotation of the camera we first divide the sensor S in different areas
s ∈ S. Then, for each s we render the scene applying the relativistic transformations
explained above, using βs the speed of s. This makes that the incoming radiance is
deformed differently depending on the position of the sensor. Figure 6.4 shows an example,
where the sensor is rotating through the right, making the left part of the sensor appraching
the scene, while the right is moving away.
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Chapter 7

Rendering Light in Motion
In this chapter we describe the implementation of a ray-tracing-based transient renderer,
that allows computing virtual time-of-flight movies. The implemented renderer provides
a very useful tool to investigate new algorithms based on data obtained with femtophotography. It allows generating data without the need of the actual system (see Chapter 3), which is a very expensive and complex machinery, and it does not suffer from of
the system limitations (e.g. blur, limited spatial resolution). Additionally, using a virtual
representation of the scene allows to test these algorithms under controlled conditions,
with access to full information in the scene.
Most previous literature in rendering is based on the assumption of infinite speed of
light. This is an understandable assumption, since computer generated images commonly
try to mimic how a conventional photograph or the human eye would capture the scene.
Thus, most existing phisically-based global algorithms are designed to account the steadystate light propagation [DBB06].
However, very little efford has been made in simulating transient light transport. Smith
et al. [SSD08] presented a computer vision oriented transient transport equation equivalent to the classical rendering equation [Kaj86], modeled as a recursive operator. While
they provided a good theoretical basis for introducing the temporal dimension in computer vision algorithms, their proposed model does not provide a practical framework for
rendering.
As opposed to Smith et al., we build over the classical rendering equation, by just
introducing the new time domain into the model as
Z
L(x, ωo , t) = Le (x, ωo , t) +
Li (x, ωi , t)ρ(x, ωi , ωo )(−ωi · n)dωi
(7.1)
Ω+

where x is the point in the scene being computed, n its normal, ωo is the outgoind direction,
Le (x, ωo , t) is the emited radiance in direction ωo , Li (x, ωi , t) is the incoming direction at
x from direction ωi at instant t, and Ω+ is the hemisphere center at n. Using the classical
rendering equation as the core of our renderer allows us to make use from all the existing
previous algorithms in global illumination.

7.1

Transient Ray Tracing

We base our renderer on ray tracing, so developing a transient version of this technique
forms the basis in our framework. Including time-of-flight in ray tracing is straight forward:
for each ray, we keep track of not only the distance travelled from the ray origin to the
closest intersection, but also the travelled medium’s index of refraction (relative speed of
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light in the medium). This alows us to simply compute the time that take the light until
it intersects.
Multiple bounces (e.g. mirrors, interreflections) are handled by updating the time
when the ray is traced. Primary rays (rays created at the start of the path) have ray
origin time t0 = 0. Then, if the primary ray intersects at time ti , the time origin at the
rays originated at the intersection point t1 = ti . Further bounces are managed similarly,
updating the time recursively.

7.2

Rendering x − y − t Volumes

How to sample the volume M is an important decission when designing a transient renderer. The most straight forward implementation would be rendering slices in the x − y
plane separately, i.e. computing each frame in the video independently. While this works
for steady-state animations, it results extremely inefficient when trying to render time-offlight movies. This is because many illumination samples must be discarded, to accound
only these that arrive the sensor at frame time t.
Instead, we choose to compute volume M by computing slices in the plane x−t, similar
to the capture system (see Chapter 3). Thus, for each position (x, y) ∈ M , we sample
several paths in the scene; for each path, we get the coordinate t in the time domain, and
store the radiance in the position in M defined by (x, y, t). This allows to not discard
samples in the scene, so faster convergence is obtained.

7.3

Transient Bidirectional Path Tracing

Path Tracing [Kaj86] and its variant Bidirectional Path Tracing [LW93] are two unbiased
algorithms to numerically integrate the rendering equation (Eq. 7.1). This integration
is performed by using a Monte Carlo-based stochastic integration method, which works
by sampling recursively the incoming radiance from several directions at point x. This
method (and its variants) is commonly used as the gold standard in global illumination
rendering, but in all but the simplest scenes it needs large number of samples to converge
to a variance-free solution.
Introducing time-of-flight of the light in (bidirectional) path tracing is straight forward:
it only requires to account for the time that light needs to get from light sources to the
camera as described in Section 7.1. Then, when sampling the direct radiance from a light
source l, the time-of-flight from l to x is added to the intersection time in x.

7.4

Transient Photon Mapping

Photon Mapping [Jen01] is a two-pass global illumination technique. The first pass builds
over stochastic particle tracing i.e. light particles (photons) are traced from the light
sources and while they interact with the scene, they are stored in a photon map. In the
second pass (rendering), these particles are used to compute the radiance at each sample
point as:
np
1 X
L(x, ωo ) = 2
ρ(x, ωp , ωo )Φp
(7.2)
πr
p=1

where r is the max radius that contains the np -nearest photons from x, and ωp and Φp is
the direction and radiance of the photon p respectivelly. The nearest photons are localized
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Figure 7.1: From left to right: photons in standard radiance estimate; photons in radiance
estimate including the temporal dimension (time of arrival); and time-dependent radiance
estimate at a surface, centered at time ts ample. Image adapted from [CJ02], all credit to
the authors.
performing a k-nearest photon search using a kd-tree. The radiance estimation modeled
with Equation 7.3 assumes infinite speed of light, ignoring the time-of-flight, so it cannot
be used in time-resolved radiance estimation.
In order to include time-of-flight in photon mapping, two modifications are needed:
first, it is neccessary to keep track of the time-of-flight of the photons, which is performed
in a similar way as in transient path tracing. The second modification needed consists of
introducing time in the radiance estimation. Our time-dependent density estimation is
built over the two-pass radiance estimation proposed by Cammarano and Jensen [CJ02],
shown in Figure 7.1(right): to compute this estimator we first perform a k-nearest neighbor
in the spatial domain. Then, we apply over these k photons a second np -nearest neigbor
estimation in the temporal domain, with np << k. Finally, radiance at point x is modeled
as:
np
1 X
L(x, ωo , t) = 2
ρ(x, ωp , ωo )Φp
(7.3)
πr ∆t
p=1

This equation is similar to Equation 7.3, with the only difference of adding the tiemporal
domain with the term ∆t i.e. the time spanned by the np -nearest photons used to compute
radiance.
We choose this formulation, instead of using just one photon search (i.e. using a
four-dimensional kd-tree) because it allows to compute radiance estimation with only one
kd-tree search for all temporal samples ti in point x. Then, for each temporal sample t
the np -nearest photons are located, which are used to compute the radiance at instant t.
Furthermore, it also allows us to reuse radiance from photons already computed for other
temporal samples.

7.5

Results

Here we demonstrate our developed renderer, using several scenes under different levels of
complexity, demonstrating low- and hight-frequency global illumination. The scenes are
illuminated using a virtual spherical light source, and in all cases it is assumed that light
propagates in the vacuum. Figure 7.2 depicts the three scenes used, rendered in steadystate i.e. assuming infinite speed of light. In the rendered movies no depth correction (see
Chapter 5) has been applied.
All three scenes depict low-frequency diffuse indirect illumination with multiple bounces,
mainly produced when the wavefront hits the walls. It is interesting to note how this indirect illumination propagates as a circular wavefront. Both cube (Figure 7.3) and bunny
(Figure 7.4) scenes shows mainly this effects, where we can see how the scene remains
illuminated long before the wavefront has passed. The first of these scenes has been rendered using the transient photon mapping algorithm, while the second uses path tracing.
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Figure 7.2: Scenes rendered with our transient physically-based renderer, depicted in full
fussion mode (see Chapter 4), from left to right cube, spheres and bunny. All scenes use
a virtual spherical point light illuminating the scene, and show interesting light transport
phenomena, such as diffuse and glossy interreflections, and complex light paths due to
reflective or transmissive materials (including caustics).

(a)

(b)

(c)

(d)

(e)

(f)

Figure 7.3: Selected frames from the movie rendered for scene cube. Although this is a
very simple scene, it depicts some interesting effects in the dynamic of the indirect shadows
(c-e), and in the second bounce reflection in the cube (c-f).
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(a)

(b)

(c)

(d)

(e)

(f)

Figure 7.4: Selected frames from the movie rendered for scene bunny. Note the curved
shape of the indirect wavefronts (f), and how the irregular shape of the bunny model
makes several different indirect wavefronts (c, e-f), as opposed to the cube scene.
Finally, the spheres (Figure 7.5) scene adds more complex light interactions, introducing
reflected and refracted light paths. We refer to the videos for a full depiction of these
renders. Note that indirect illumination effects are significantly weaker than direct illumination; for depiction purposes the tone-mapping in the movies has been chosen to
accentuate these effects, and it is different from the tone-mapping in Figure 7.2.

7.6

Limitations and Discussion

The main drawback of our current transient renderer is that it takes long time to converge
to the correct solution, especially in the case of path tracing, where the effect of variance is
significantly more noticeable than in photon mapping. Thus, several thousand of samples
are needed to create noise-free renderers, which means render times of several hours in the
best case, two days in the worst, in our non-optimized ray-tracer. Improving how we sample the light transport might gives significant speed-up on our convergence. Additionally,
including an appropiate reconstruction filter would allow us to get noise-free solutions with
a lower sampling rates. Using modern reconstruction techniques (e.g. the recent work by
Lehtinen and colleages [LAC+ 11, LALD12]) in combination with prior knowledge about
the shape of the time profiles [WWB+ 12] seems a promising approach in this direction.
Regarding the transient photon mapping, in our current implementation around 6
million photons are traced. This gives a reasonably good rendering solution in diffuse
scenes, but it blurs significantly high-frequency illumination features (e.g. casutics). While
we can overcome this by shooting more photons, it means incrementing significantly the
memory requirements, and also the cost in the k-nearest neighbors queries. Progressive
Photon Mapping (PPM) [HOJ08, HJ09, KZ11] would help overcoming this problem, since
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(a)

(b)

(c)

(d)

(e)

(f)

Figure 7.5: Selected frames from the movie rendered for scene spheres. This scene introduces several complex light interactions. Note how a secondary wavefront produced by
the indirect reflection at the roof of the scene follows the primary direct wavefront (b-d).
We can see also that the inclussion of reflective and refractive spheres adds additional
light paths, producing, for example, that the reflection of the green wall in the mirror ball
appears instants after the wall is illuminated (c). Additionally, it can be seen how the
caustics produced by the lower-right ball appear(c), including caustics produced by the
refraction of the light from green wall (d).
it would allow refining the quality of our results iteratively, decreasing in the process both
bias and variance. In our context the amount of radiance sampling points is large (we
need to consider both space and time) so much information should be stored in typical
PPM, making the memory-free PPM approach proposed by Knaus and Zwicker [KZ11]
more suitable in our context.
Finally, our approximation does not support participating media. In order to include
it, it is first needed to derive an appropiate formulation and implementation for transient
radiance transport. Recent work by D’Eon and Irving [DI11] and the existing knowledge
on rendering participating media [GJJD09, JNSJ11] provide an excellent starting point
for this derivation.
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Chapter 8

Conclusions and Future Work
We have introduced a new dimension in light transport visualization: time of flight. Recognizing the importance of the finite speed of light we can visualize complex light field
propagation. Warping and unwarping view-dependent light fields has been generalized so
as to include time-of-flight.
Furthermore, we have proposed several visualization techniques to comprehensive visualization of complex light propagation in macroscopic scenes. Additionally, we have developed an interactive three-dimensional visualization that allows free navigation through
the reconstruction of the captured scenes, including physically-based relativistic effects
due to fast camera motion.
At the end, we have described a physically-based render engine that supports transient rendering, where time-of-flight versions of both bidirectional path tracing and photon
mapping have been proposed. We plan to make public this renderer, so it allow the comunity to create time-of-flight data without the need of expensive and complex machinery,
so it helps to developing new algorithms that benefit from the enhanced time resolution.
This work has been done in collaboration with the Camera Culture Group at the MIT
Media Lab, where the capturing device that allows recording light in motion have been
designed. To summarize, the contributions of this Master Thesis are:
• Computational techniques to visualize data captured with Femto-Photography.
• Single, two-dimensional easily comprehensible visualization of light propagation through
the captured scene.
• Computational algorithms to correct depth distortion effects caused by breaking the
assumption of infinite speed of light.
• A three-dimensional interactive visualization system for time-of-flight data, that
includes relativistic effects due to fast camera motion.
• A physically-based transient renderer to generate virtual time-of-flight movies.
The results of this work have been published as a technical report [VJM+ 12a]. It has
been presented as a talk in SIGGRAPH 2012 [VWJ+ 12], two posters [JMV+ 12, VJM+ 12b]
and as a part of a course on computational photography [GMJ12]. Furthermore, the work
is on preparation for submission as an article to SIGGRAPH 2013, whose proceedings are
published as an special issue in the journal ACM Transactions on Graphics.
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8.1

Future Work

Femto-photography is a recently born technique. Thus, the capabilities offered by using
this data have been barely explored. We expect that a full new range of different applications will emerge in fields such as computational photography or scene understanding.
Hardware-wise, optimization of the system hardware and software requires important advances in optics, material science, and compressive sensing. Frequency doubling schemes
can increase the optical efficiency of the system, provide spectral information, and improve spatial resolution. Mass production can lead to affordable sources and detectors, so
that this system can be used in realistic applications in medicine, diagnostics, and quality
control.
Additionally, time-of-flight imaging would need new light transport simulation algorithms, that allow validate or test new techniques. While we have presented a first approach in transient rendering, it still requires several improvements so it simulate an increased range of light phenomena, including participating media. Furthermore, improved
reconstruction and sampling techniques will definetely lead to a more practical rendering
times, which might also help to speed-up the time-consuming capturing sessions.
Beyond the potential in artistic and educational visualization, we hope our work will
spawn new research in computer graphics and computation photography techniques towards useful forward and inverse analysis of light interactions, which in turn will influence
the rapidly emerging field of ultra fast imaging.
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